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WEIGHTED MATCHINGS FOR THE PRECONDITIONING OF

SYMMETRIC INDEFINITE LINEAR SYSTEMS∗

MICHAEL HAGEMANN† AND OLAF SCHENK†

Abstract. We propose a preconditioning approach for symmetric indefinite linear system based
on maximum weighted matchings and incomplete LDLT factorizations. A symmetric preordering
based on maximum weighted matchings is used to form 2 × 2 diagonal blocks of the largest matrix
entries. During the incomplete factorization, only tridiagonal pivoting is used. This combination
proves to be effective for indefinite augmented systems. We present results of the preconditioning
method using weighted matchings for a diverse set of symmetric indefinite linear matrices, ranging
from nonlinear elasticity to interior point optimizations. Comparisons with direct methods and other
iterative solution methods show the competitiveness of the approach.

Key words. symmetric indefinite matrix, preconditioning, maximum weighted matching, in-
complete factorization, tridiagonal pivoting.

AMS subject classifications. 05C70, 65F10, 65F50.

1. Introduction. We consider the iterative solution of symmetric and indefi-
nite linear systems Ax = b, where A is preconditioned by an incomplete factoriza-
tion, which is also indefinite. In this study we propose a preconditioning algorithm
based on a combination of symmetric weighted matchings and tridiagonal pivoting
techniques, which works reliably for important classes of symmetric indefinite linear
systems. The objective of our approach is to restrict the amount of pivoting during
the incomplete factorization phase by obtaining a good initial pivoting order through
a weighted matching in a preprocessing step. Duff and Gilbert introduced the use of
weighted matchings as an approximation of the pivoting order in the context of sparse
direct solution methods for symmetric indefinite linear systems in [9]. This work was
recently elaborated by Duff and Pralet [12] and Schenk and Gärtner [38]. While they
concentrate on sparse direct solution methods, we present approaches for the use of
these techniques in preconditioning.

The incomplete factorization preconditioner is applied to the reordered and scaled
original system. A reordering Q, based on a maximum weighted matching of a sym-
metric indefinite system, is used to move large off-diagonal elements into 2× 2 diago-
nal blocks. An additional fill-reducing reordering P

Q
, which accounts for the diagonal

block structure, is applied to minimize the fill-in during the factorization phase. In
the following, we call the combination of these two reorderings sym2x2block. Further-
more, the matrix is scaled by a symmetric scaling D

Q
, which is also acquired through

the weighted matching. Thus, the overall iterative method solves a system of the form

M−1Âx̂ = M−1
b̂(1.1)

with the incomplete factorization

M = LDLT = Â −E,(1.2)

where E is the error due to the incompleteness of the L factor, and Â is the scaled
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and reordered original indefinite linear system:

Â = P
Q
QD

Q
AD

Q
QTP T

Q
.(1.3)

The incomplete factorization (1.2) consists of a lower triangular factor L and a block
diagonal matrix D with 1 × 1 and 2 × 2 blocks. Details on the factorization and
dropping schemes used are given in Section 4.

Sparse symmetric indefinite linear systems arise in numerous areas ranging e.g.
from incompressible flow computations, to linear and nonlinear optimization, elec-
tromagnetic scattering, finite element analysis and shift-invert eigensolvers, among
others. Particularly for very large systems efficient and scalable preconditioners are
sought, because the memory requirements and factorization costs of direct methods
become increasingly prohibitive in this case.

1.1. Related Work. The iterative solution of indefinite linear systems is an
active research area, and a variety of approaches have been proposed. Many precon-
ditioning approaches exploit the inherent block structure of the given problem type.
Specifically for the preconditioning of saddle-point systems, a number of block precon-
ditionings have been proposed, among them block and approximate Schur complement
approaches [22, 28, 35, 36], and indefinite block preconditioners [14, 27, 32, 35]. Some
of these methods have been proven to be optimal for specific application domains.

Direct solvers are a common option to solve general indefinite problems. Since LU
and LDLT factorizations of indefinite matrices may break down or yield bad results
due to small or zero diagonal elements, a number of techniques exist that try to avoid
or alleviate these problems, some of which were specifically designed for symmetric
matrices. There are basically three approaches, namely pivoting techniques, pertur-

bation of the diagonal, and block factorizations. The classical pivoting approach for
symmetric matrices is Bunch-Kaufman pivoting [7], which searches for 2× 2 diagonal
blocks during the factorization. An adaption to sparse matrices was introduced by
Duff and Reid in [13] (see also [1]). In [18], Gould et al. performed a comprehensive
study of current direct solvers for indefinite linear systems.

Fewer methods exist for symmetric incomplete factorizations. Gill et al. propose
to use the absolute values of the diagonal [17], thus clustering the eigenvalues of the
indefinite system around -1 and 1. A number of methods of non-symmetric methods
have been proposed that are also applicable to symmetric systems. Chow and Saad
conducted a comprehensive study of non-symmetric incomplete factorization tech-
niques to solve indefinite systems in [8]. Li and Saad consider an ILU approach with
Bunch-Kaufman pivoting that preserves symmetry [30]. In [5], Benzi et al. study
non-symmetric permutations based on weighted matchings as a preprocessing step
for various incomplete or approximate factorizations.

In [16] Freund and Jarre devise an indefinite block SSOR method that uses a
greedy approximation of a weighted matching to find non-singular 2 × 2 diagonal
blocks in interior point optimization problems. Freund mentions a similar technique
based on LDLT factorizations in [15], but without giving further details.

For a detailed survey on preconditioning techniques for large linear systems the
interested reader should consult [4].

1.2. Contributions. We conduct a study on the use of weighted matchings in
the preconditioning of symmetric indefinite linear systems with incomplete factor-
ization techniques. The use of weighted matchings in this context is new. Similar
techniques have recently been explored for direct solvers [12, 38]. Furthermore, we
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devise a new dropping strategy, which combines structural and numerical aspects in
the selection of non-zero entries for the factors.

Section 2 gives an overview of the use of maximum weighted matching techniques
in the context of linear solvers. In Section 3 we describe our approach to the problem
of adapting matchings to the preconditioning of symmetric matrices. The incomplete
factorization is described in Section 4. Numerical results and comparisons with other
recent solution techniques are presented in Section 5. In closing, we sketch some of
the possible research directions we are currently considering.

2. Weighted Matchings.

2.1. Introduction. The use of weighted matchings as a static approximation of
the pivoting order in direct solvers was first proposed by Olschowka and Neumaier
in 1996 [34]. The first implementation for sparse matrix problems was introduced
by Duff and Koster in 1999 [10]. The objective of this approach is to restrict the
pivoting during the factorization phase, by obtaining a good pivoting order through a
matching in a preprocessing step. Duff and Koster provide results of the effectiveness
of this preprocessing step for both direct and iterative non-symmetric solvers [11].
Benzi et al. and Schenk et. al. [5, 40] conducted a more extensive analysis of these
reorderings in the context of preconditioning. Up until recently, only unsymmetric
permutations based directly on the matchings were considered. In 2002, Gilbert and
Duff presented ideas on how to use matchings for the direct solution of symmetric
systems while maintaining the symmetry [9]. Here, we build on some of their ideas
and apply them in the context of preconditioning for symmetric indefinite systems.

2.2. Matching Algorithms. The success of matchings as preprocessings in
linear solvers is due in large part to the practical efficiency of the deployed matching
algorithms. These algorithms work on associate graph representations of the matrices.
In our case, the algorithms work on a bipartite graph GA = (Vr, Vc, E), where Vr and
Vc are vertex sets of cardinality n, representing the rows and columns of the matrix
respectively, and E = {(i, j) | aij 6= 0} is the set of edges connecting the vertices in
Vr and Vc.

Now, we are looking for a subsetM⊆ E with the following properties: (a) for all
vertices v ∈ {Vr, Vc}, exactly one edge e ∈ M is incident to v, and (b) the matched
edges e ∈M maximize a weight function w(·), with

w(M) =
∑

(i,j)∈M

(C)ij(2.1)

where C is a weight coefficient matrix for the edges of A, with C = A as the simplest
case. Such a subsetM is called a perfect weighted matching of GA, and the problem
of finding it is called an assignment problem or a bipartite weighted matching problem.
The fist condition can always be satisfied if A is a regular matrix. The weight function
(2.1) does not generally define a unique matching.

As of today, the most efficient algorithms to find weighted matchings are based
on the principle of shortest augmenting paths. The original algorithm based on this
idea is due to Kuhn and Munkres [29, 33] (also called “Hungarian method”). In the
context of sparse matrices, the first implementations were introduced by Duff and
Koster [11] and Gupta and Ying [20], which differ in various aspects of the search
for the augmenting paths. Gupta and Ying report that both variants are comparable
performance-wise. They state O(n(nnz + n logn)) as an upper bound for the time
complexity of their implementation, where nnz represents the number of non-zeros in
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A. Duff and Koster give an upper bound of O(n(nnz + n) logn). For details of the
implementations see [11, 20]. An important feature of these algorithms in practice is
that they typically behave much better than may be expected from the complexity
analysis, which is also what we observed in out tests (see Table 5.3). In contrast to
sparse direct solvers, where the cost of the determination of the matching is often
negligible compared to the cost of the factorization, it can be a major cost factor in
the setup of the preconditioner. The results in Section 5 demonstrate, however, that
the matchings are a important component to enable the solution with preconditioning
methods.

2.3. Weight Criteria. An important consideration for the matching is the
choice of the weighting. As the matching algorithms generally maximize (2.1), the
criterion has to be formulated in terms of the weight coefficients cij . Typically, the co-
efficients cij are modified subsequently, either for better performance of the matching,
or to enforce the above conditions. See [20] for a survey of such techniques.

If we want to maximize the sum of the matched entries in A, the coefficient matrix
C can simply be defined by

cij = |aij |.(2.2)

The maximization of the product of the matched entries in A, can be acquired by
using the logarithm:

cij =

{

log|aij | if aij 6= 0,
−∞ otherwise.

(2.3)

Another criterion that is suggested in [11], is the maximization of the smallest matched

entry. This requires a modified matching algorithm, called a “bottleneck matching”.
As experimental results [5, 11, 40] suggest that the maximum product approach is
generally the most beneficial, we did not perform separate testing, and used the
maximum product approach exclusively.

2.4. Scalings. After a maximum matching M has been determined, a scaling
for the corresponding matrix can be calculated. Olschowka and Neumaier propose a
two-sided scaling Dr and Dc such that both the 1-norms of the rows as well as the
1-norms of the columns of the matrix DrADc are scaled to 1, with the additional
property that all other absolute values are less or equal to one:

|(Â)ij | = |(DrADc)ij | is

{

= 1 if (i, j) ∈ M,
≤ 1 otherwise.

(2.4)

While the separate calculation of the scaling matrices would require the solution of
a nonlinear problem, they can be determined almost for free from the dual variables
that many matching algorithms use for the construction ofM. In theory, this scaling
has two advantages. First, it provides a good equilibration that is beneficial during the
elimination process, especially for badly conditioned matrices. Secondly, the diagonal
dominance of the permuted linear system may be increased. This is not always the
case, however. Benzi et. al. [5] observed that the scaling can have a bad effect,
probably because in some cases it weakens the diagonal dominance. We saw a similar
behavior for some matrices, but the overall performance was better for the scaled
systems.
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Fig. 2.1. Illustration of the row permutation. The matched entries are marked with squares.
The permutation matrix PM is constructed as in (2.5).

2.5. Unsymmetric Permutations. As soon as we have acquired a matching,
we can construct a corresponding permutation matrix PM, which permutes the rows
or columns of the matrix such that the matched entries of A are moved onto the
diagonal:

(PM)ij =

{

1 if (j, i) ∈M,
0 otherwise.

(2.5)

This is illustrated in Figure 2.1. For results of using this approach as a preprocessing
step for direct or iterative solvers, see for example [5, 11, 22, 40]. While this approach
may also be used for symmetric matrices, its major drawback is that the symmetry
of the original system is destroyed, which may entail a significant increase of memory
consumption. For reference, we include the iluc-mps preconditioner in our tests. In
recent comparisons, similar methods were typically referred to as iluc-mc64 [5, 22].

2.6. Symmetric Case. In the case of symmetric matrices, we are looking for a
two-sided reordering QAQT , which forms diagonal blocks from the matched entries.
These preferably small blocks will then serve as initial 1 × 1 and 2 × 2 block pivots
for the subsequent incomplete factorization. An important observation on how to
build such blocks from the information given by a weighted matching was presented
by Gilbert and Duff in 2002 [9]. They note that the cycle structure of the matching
points to possible blocks with exactly the configuration we have described above: di-
agonal elements of small magnitude paired with large off-diagonal elements. Cycle
representations are natural in the context of permutations. For example, the permu-
tation PM in Figure 2.1 can be written in cycle representation as a combination of
three cycles:

PM = (124)(35)(6).(2.6)

Each cycle represents a disjunct sub-permutation. Thus, the permutation can be
carried out in several steps that do not interfere with each other. A 1-cycle in this
representation corresponds to a diagonal element, which is — in terms of the global
weight criterion of the matching — the optimal element in its row and column. A
2-cycle can be seen as the representation of two large symmetric off-diagonal elements
paired with two possibly small diagonal elements. This interpretation can be pursued
for larger cycles. As we confine the pivoting to blocks of sizes 1× 1 and 2× 2 in this
paper, we are primarily interested in cycles of length one and two.

2.6.1. Symmetric Matchings. Matchings which only contain cycles of length
one and two are symmetric. It can be shown that the problem of finding symmetric
weighted matchings in a symmetric matrix is equivalent to finding a matching in
an undirected graph [12]. While these findings may be helpful in devising a special
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Fig. 3.1. Illustration of the symmetric permutation Q, with M = (124)(35)(6) and M̃ =
(1)(24)(35)(6). The split matching M̃ has two additional elements (indicated by dashed boxes),
while two elements of the original matching were discarded (dotted boxes). The two 2-cycles are
permuted into 2 × 2 diagonal blocks.

matching algorithm for this problem, to the best of our knowledge no such method
exists as of today. Therefore, we deploy the well-established general matchings and
construct the desired reorderings in an additional post-processing step, which is of
linear complexity. The following section gives a detailed account on how we construct
the symmetric reordering.

This approach, however, does not guarantee that we will find an optimal symmet-
ric matching for the matrix. One can construct matrices, whose maximum weighted
matching does not contain edges which find themselves in the maximum symmetric
matching of the same matrix. Thus, a simple post-processing step is not able to
find the optimal symmetric matching. The implications and possible remedies of this
problem are still an open research topic.

3. Construction of the sym2x2block reordering. The construction of the
preordering involves a number of steps. The basic idea is to symmetrize the matching
by splitting cycles of length larger than two. This step yields a set of 1- and 2-cycles,
which can be used to build a reordering Q that moves the matched elements from the
2-cycles into 2 × 2 diagonal blocks. This part of the preprocessing is illustrated in
Figure 3.1, and, as pseudo code, in lines 1–4 of Algorithm 3.1.

After the block diagonal structure is established, an additional fill-in reducing
reordering is computed which maintains the block diagonal structure. This is achieved
by compressing the graph of QAQT by merging the 2× 2 diagonal blocks into simple
vertices. The desired reordering P

Q
can be constructed from the reordering of the

compressed graph and two helper arrays. This step is reflected in lines 5–7 of the
pseudo code.

Algorithm 3.1. Pseudo-code for the preprocessing step.

1. (M, Dr, Dc) = build mps matching (A)
2. match cycles = get cycle repr (M)

3. split cycles M̃ = split cycle repr (match cycles)

4. (Q, marker 1x1) = build diag22 reordering (split cycles M̃)
5. (Acomp, rev map) = compress matrix 2x2 (A, Q, marker 1x1)
6. Pcomp = build metis reordering (Acomp)
7. P

Q
= expand reordering 2x2 (Pcomp, marker 1x1, rev map)

8. D
Q

=
√
Dr ·Dc

9. Â = P
Q
Q D

Q
AD

Q
QTP T

Q

We discuss the details of the different steps of Algorithm 3.1 in the following
sections.
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3.1. Splitting strategies. Starting from the cycle representation of the maxi-
mum matchingM, a split version M̃ is constructed. The splitting involves a number
of considerations, as there are two possibilities to split an even cycle, and m possibil-
ities to split an m-cycle of odd length. An even cycle can be split starting from the
first or the second element pairing the last and the first element of the cycle. In an
odd cycle, the choice of the first element that will form the single 1-cycle determines
the structure of the whole splitting.

Two criteria for the choice of the splitting have been proposed [9, 12]. One
criterion focuses on the weight of the resulting transversal. In principle, this criterion
can be applied to the scaled as well as to the original matrix. In [9], Duff and Gilbert
only consider the scaled matrix, and show that the splitting of even cycles in that
context always preserves the weight of the scaled original matching.

In [12], Duff and Pralet propose an alternative approach, referred to as “(relaxed)
constrained orderings”, which combines structural aspects of the splitting with criteria
on the numerical values. The structural criterion focuses on the non-zero structure
of the 2 × 2 block columns in the reordered matrix. Ideally, the two columns have
the same non-zero structure, such that the combined block column does not have
additional zero entries. This is a critical consideration since, in the worst case, the
storage requirements might be twice as high as in the original problem, if the whole
matrix is reordered into 2× 2 block rows and columns of disjunct non-zero structure.
After the 2×2 blocks have been determined based on the structural criterion, some of
them are under certain conditions relaxed, i.e. split into scalar pivots. The relaxation
criteria depend on the numerical values in the 2 × 2 block. The objective of this
approach is to acquire better reorderings from the subsequent fill-in reducing method
(see also section 3.3).

In our implementation, we just use the simple static splitting described below,
and do not split any of the 2× 2 blocks found. The main reason is that we apply a
numerical criterion for the choice of the pivot later during the factorization, when all
relevant numerical information for the pivoting is available. Furthermore, our tests
with relaxed approaches indicated that the split pivots can be a source of instability.

In splitting even cycles, we always begin with the 1st element, whereas with odd
cycles, we begin by choosing the largest diagonal element in the cycle as the solitary
element. As most of the matchings consist mainly of 1- and 2-cycles, we did not
investigate effects of other splitting strategies on the resulting fill-in. The expected
fill-in of a full factorization is also of limited significance in the case of incomplete
factorizations, since the dropping has typically nonlinear characteristics and is hard
to foresee.

3.2. Construction of reorderings. After a set of 1- and 2-cycles has been
acquired from the original matching, a reordering that results in the 2 × 2 diagonal
block structure can easily be constructed by forming a permutation that permutes the
two rows and columns, which correspond to the elements of a 2-cycle, next to each
other. A simple algorithm that performs this step is illustrated in Algorithm 3.2. Here
we save additional information about the block structure in the array marker 1x1 that
indicates whether a vertex is part of a 1- or a 2-cycle.

Algorithm 3.2. Construction of diagonal 2× 2 blocks.

1. function: (Q, marker 1x1) = build diag22 reordering (split cycles M̃)
2. i← 1
3. Q← 0 ∈ Rn×n

4. marker 1x1 ← 0 ∈ Rn



PRECONDITIONING INDEFINITE MATRICES 9

5. for each cycle ψ in split cycles M̃:
6. if ψ = (s) is a 1-cycle:
7. marker 1x1(s) ← 1
8. Qi,s ← 1; i← i+ 1
9. if ψ = (s, t) is a 2-cycle:
11. Qi,s ← 1; i← i+ 1
12. Qi,t ← 1; i← i+ 1
13. end
14. end
15. return (Q, marker 1x1)

3.3. Combination with fill-in reducing reorderings. In order to construct
the factorization efficiently, care has to be taken that not too much fill-in is introduced
during the elimination process. In order to combine the sym2x2block reordering with
a fill-in reducing reordering, we compress the graph of the reordered system and apply
the fill-in reducing reordering to the compressed graph. In the compression step, the
union of the structure of the two rows and columns corresponding to a 2× 2 diagonal
block are built, and used as the structure of a single, compressed row and column
representing the union of the original ones. A fill-in reducing reordering Pcomp is then
computed for the compressed graph. This reordering can then be expanded, such that
it provides the reordering P

Q
, which reduces the fill-in during the factorization, while

maintaining the 2× 2 block structure of the diagonal.
In Algorithm 3.1 this step is represented in lines 5–7. The graph of the reordered

matrix is compressed, and the nodes that correspond to scalar pivots are marked
in the marker 1x1 array. Furthermore, a reverse mapping rev map is constructed,
which maps the nodes of the compressed graph back to their original index. Together
with the permutation of the condensed system Pcomp, these two arrays allow the
construction of P

Q
.

In our tests, we always use the Metis nested dissection reordering by Kumar and
Karypis [26].

3.4. Symmetric scaling. The scalings acquired from the matching can also be
adapted to the symmetric case. The scalings Dr and Dc are typically not equal,
even for symmetric matrices, because most matching algorithms use row or column
scalings to improve the performance of the matching. Duff and Pralet show [12] that
the two scalings can be symmetrized by taking the component-wise square root of
their product

D
Q

=
√

Dr ·Dc.(3.1)

We tested our method with and without this scaling, and found that the scaling is
generally beneficial, although not for all matrices. This is in line with the observations
in [5].

4. Incomplete LDLT factorization with tridiagonal pivoting.

4.1. Algorithm. We use a symmetric variant of the Crout approach, which
is also called a “left-looking” approach (see, for example, [30] for implementation
details). The implementation does not rely on Blas routines, since the largest blocks
we consider are the 2 × 2 block pivots. The L factor is constructed column-wise.
To build the k-th column of the factor, the entries1 Ak:n, k of the original matrix

1We use MATLAB notation to indicate submatrices.



10 M. HAGEMANN AND O. SCHENK

are copied, and updates from all factored columns from the left with couplings to
k are added. Then a dropping strategy is applied in order to limit the amount of
fill-in introduced by the updates. Finally, the remaining entries of the column are
divided by the diagonal pivot element. According to common practice, we refer to
the updated, but not yet factored, part of the matrix as A(k), which is also called
“reduced matrix”. As we are just updating one column at a time, we have only access

to the part A
(k)
k:n, k of the reduced matrix.

A
(k)
k:n, k

k

Fig. 4.1. Illustration of the incomplete factorization in step k. Disks signify already factored
entries, circles indicate zero elements that are explicitly stored in the 2 × 2 columns. Squares are
entries from the matrix, and triangles are updated entries in Ak. The arrows indicate the updates
on column k. Columns 2 and 3 form a 2 × 2 diagonal block.

This approach has the nice property that in each step of the factorization we
have all the values of a specific column of the factor at our disposal, and can thus
apply sophisticated dropping rules. After we have determined its favored elements,
the column is only used for updates on later columns. Since we expect a preprocessed
matrix with a heavy diagonal, we only employ a tridiagonal pivoting scheme due to
Bunch [6], that either uses a 1× 1 or a 2× 2 pivot. If a 2× 2 pivot is used, the two
corresponding columns of the factor L are stored as a block column with identical
sparsity pattern. The 2 × 2 pivots are explicitly inverted with a scaled inversion
formula. Block columns with two elements per row are treated similarly as the scalar
ones. If the structure of the two columns is disjunct, zero entries are introduced as
illustrated in Figure 4.1. The dropping is performed according to the ∞-norms of the
2× 1 entries.

The following sections give a detailed description of the pivoting criterion and the
dropping strategy.

4.2. Pivoting Strategy. The motivation to use a very restricted pivoting ap-
proach is twofold. First, an algorithm that does neither searching nor dynamic re-
ordering during the factorization has a substantial performance advantage. The sec-
ond — kind of retrospective — reason is that the approach works well enough for
sparse direct solver to warrant a dedicated study. On the downside, we have no
means to bound the growth of the factors, which may be detrimental in the case of
badly conditioned systems [1].

We base the choice of the pivot on a criterion introduced by Bunch [6]. Given a
constant α := (

√
5− 1)/2, we choose a 2× 2 pivot in step k if

|a(k)
kk | ≤ α |a(k)

k+1,k|2,(4.1)

where a(k) designates the entries in the reduced matrix after step k. The constant
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α is a weight that controls the choice of the pivot. It is obtained by equating the
growth factor of two 1 × 1 pivot factorization steps to one factorization step with a
2 × 2 pivot, and leaving α as a free variable. This leads to a quadratic equation in
α, which yields the above value as the positive root. The original criterion includes
a variable σ, which reflects the largest entry in the reduced matrix. Since we only
calculate one column of the reduced matrix and scale all the entries, we discarded this
additional variable. See Higham [23] for a detailed derivation, and for properties of
this approach for the solution of tridiagonal matrices.

The above pivoting rule does not cover the case of very small or zero pivots a
(k)
kk .

In order to avoid a break-down of the algorithm, we use a simple perturbation rule:

if |a(k)
kk | ≤ εpiv then

dkk = sign(a
(k)
kk ) · εpiv

else

dkk = a
(k)
kk

We use a value of 10−8 for εpiv . This value provided a good overall performance,
though several problems benefited slightly from higher or lower thresholds.

4.3. Dropping Strategy. An important part of an incomplete factorization is
the choice of an appropriate dropping strategy. It determines which elements will
be kept in the factors, and should ideally strike a good balance between memory
and computational savings, and the quality of the preconditioning of the problem at
hand. Typical approaches include thresholds for minimal magnitudes in the factors,
maximum fill-in of the factor [25, 31, 37], as well as histogram based approaches [2].
We base the dropping on the average number of elements per column of the matrix.
Each column k of the factor may contain at most γk elements, where

γk = γ · nnz
n
,(4.2)

where nnz indicates the numbers of non-zeros in A. The elements in column k of A(k)

are partially sorted, and the γk largest are inverted and taken across into the factor.
Another common criterion is to use a threshold for the values in A(k). We ex-

perimented with various threshold strategies, but the highest speed gain we achieved
(with comparable stability) was in the order of a mere 10% and was not consistent.
As suggested in earlier studies on the subject [25, 31], we chose the simpler strategy
of just using γ as the only parameter controlling the amount of fill-in in the factors.
In our experiments, we use γ = 8.

4.3.1. Structural dropping criteria. Due to the dropping criterion described
above, the significance of an element in the factor is tied exclusively to its magnitude.
Additionally, we try to retain precious elements which might be small, but which may
possess a structural significance. These are primarily elements that provide updates
on small or zero diagonal elements. We use two criteria, which turned out to be
beneficial in our experiments.

A first criterion is to keep elements directly underneath the diagonal pivot. Since
we favor reasonable scalar pivots, the initial 2 × 2 blocks which are provided by the
matching are oftentimes not used as block pivots. In these cases, the off-diagonal
element is an important coupling to the next diagonal entry, regardless of its relative
magnitude in the current factored column.

Furthermore, we always keep couplings to small diagonal entries in the factor.
This second criterion assures that small or zero diagonals do not dry out due to
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dropping. This strategy prioritizes the couplings in the constraint blocks of augmented
systems, and can be seen as a weakened form of constrained preconditioning [27]. This
strategy allowed the solution of three additional problems in our third test set, while
generally introducing only a low overhead. We mention in passing that this strategy
showed more pronounced benefit when we used the GMRES iterative solver instead
of SQMR (c.f. section 5.1).

4.4. Summary of the incomplete factorization method. The following
pseudo-code provides a detailed overview of the incomplete factorization phase.

Algorithm 4.3. Incomplete factorization with tridiagonal pivoting.

1. function: (L) = ildlt-tp-factorization (Â)
2. for k in 1 . . . n:

3. do updates on a
(k)
k:n, k

4. if |a(k)
k,k| ≥ α|a(k)

k+1,k |2: /* Use 1x1 pivot */

5. keep γk largest elements
6. perturb dkk, if |dkk | ≤ εpiv

7. Lk+1:n, k = d−1
kk a

(k)
k+1:n, k

8. else: /* Use 2x2 pivot */

9. do updates on a
(k)
k+1:n, k+1

10. keep γk largest (1× 2) elements

11. D−1
k = (a

(k)
k:k+1, k:k+1)

−1

12. invert block column a
(k)
k+1:n, k:k+1 using D−1

k :

(Lk+1:n, k:k+1)
T = D−1

k (a
(k)
k+1:n, k:k+1)

T

13. return (L)

5. Numerical Experiments. We considered three sets of matrices that com-
prise a wide range of symmetric indefinite problems. The sets are described in sections
5.5 to 5.7.

The tests were run on a double processor Pentium III 1.3 GHz system with 2
GB of memory under a recent Linux distribution. Only one processor was used for
the testing. In order to provide realistic measurements, the timings were determined
using the gettimeofday standard C library function, which provides a high accuracy
wall clock time. To compensate for the variations, we provide the best times out of
three runs for each measurement.

In the comparison we concentrate on two properties of the methods, namely the
amount of fill-in they introduce, and on the total time the solution takes to solve
the system for one right hand side. The fill-in is a major indicator for the method’s
memory usage and is a viable criterion in this comparison, since all of the methods
are based on factorizations. We indicate the fill-in in proportion to the number of
non-zero entries of the full non-symmetric matrix structure, such that symmetric and
non-symmetric approaches are directly comparable. The total solution time includes
the computation of the matching, the fill-in reduction, the incomplete factorization,
and the time for the iterative solution.

5.1. Iterative solution and termination criterion. We used the simplified
symmetric QMR method (SQMR) as the standard Krylov-subspace solver [15]. Since
both the original system and the preconditioner are indefinite, we cannot use methods
like SYMMLQ or MINRES, which require a positive definite preconditioner. The
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SQMR method has the benefit of allowing us to solve preconditioned systems Â, with

Â = M−1
1 AM−1

2 ,(5.1)

where A is symmetric, and M1 and M2 can be arbitrary matrices. We also considered
GMRES(50) for the iterative solution. While GMRES provided slightly better con-
vergence on some problems, it was generally slower and incurs a considerable memory
overhead.

The iterative methods used the following stopping criterion. The current iterate
x̂n was considered good enough, if its residual referring to the preconditioned system
Â was less than 10−8:

‖M−1
b−M−1Âx̂n‖ ≤ 10−8‖M−1

b‖(5.2)

The maximum number of iterations was limited to 400. Failure of this limit is indi-
cated by a dash (“−”). Since we compare direct and iterative solvers in this paper, we
also include another residual criterion. The relative residuals of the results provided
by the solvers were checked against the original system:

‖b−Axn‖ ≤ 10−4‖b‖(5.3)

If they failed to be smaller than 10−4, the systems were counted as incorrectly solved.
In the tables, this is indicated by a dagger (†). If the residual turned out to be good
enough although the iterative method did not stop before the maximum number of
iterations, we counted the system as solved and indicated this by an asterisk (∗).

The residual criterion is rather strict, as it does not take into account the condition
of the matrix. Gould et al. [18], for example, used the backward error as the criterion
for quality of the results.

All matrices were solved with an artificial right hand side b, with b = A · 1. The
iterations were started with a zero initial guess.

5.2. Tested Solution Methods. Apart from results for our proposed approach,
we provide comparisons with four other methods. In order to show the benefits of
the preprocessing step and the symmetric pivoting, we compare our approach to
the incomplete LDLT factorization — without any preprocessing as well as with the
sym2x2block permutation. Furthermore, for reference to existing and established
methods, we provide comparisons with two additional preconditioned iterative meth-
ods and a direct solver.

We use the direct solver Pardiso [38, 39], which was shown to be competitive
among current state-of-the-art direct solvers in a recent comparative test by Gould et
al. [18]. Direct solvers are a commonly used option to solve general indefinite systems.
In our tests we use the default setting of Pardiso, which uses supernodal Bunch-
Kaufman pivoting and two steps of iterative refinement. This setting provides very
fast results for symmetric indefinite systems [18]. However, some of the augmented
sparse indefinite matrices used in this paper are very ill-conditioned and could not be
solved using the default options.

A relatively recent preconditioning method for augmented systems is the so-called
constraint preconditioning approach, introduced by Keller et al. [27]. This approach is
especially tailored for augmented systems and needs information about the dimension
of the constraint block B in the system. If the symmetric indefinite system has the
form

A =

(

C B
BT 0

)

(5.4)



14 M. HAGEMANN AND O. SCHENK

the preconditioner M is formed as

M =

(

diag(C) B
BT 0

)

.(5.5)

and M is typically solved by a sparse direct factorization method. The restriction
to the diagonal of the upper left block is the simplest approach in a whole family of
related methods that are currently under active investigation. See for example Greif
et al. [19] for a recent overview.

To provide comparisons with unsymmetric permutations, we include the ILUC-
MPS method in our tests. See [5, 22] for earlier studies of this preconditioning method
for symmetric indefinite systems. The method is based on an incomplete LU factor-
ization of the row-permuted and scaled matrix A,

M = LU = PMDrADc −E.(5.6)

For the tests, a Crout variant with no additional pivoting is used. GMRES(50) is
used in place of SQMR for the iterative solution, since the permuted systems are no
longer symmetric.

The following table gives a short summary of the preconditioning methods and
the abbreviations used. All factorization methods use the Metis nested dissection
reordering by Kumar and Karypis [26].

ILDLT Incomplete LDLT factorization.
ILDLT-S22B ILDLT using sym2x2block reordering.
ILDLT-TP-S22B ILDLT using sym2x2block and tridiagonal pivoting.
ILUC-MPS ILU variant with unsymmetric MPS reordering.
PARDISO Sparse direct solver with supernodal Bunch-Kaufman piv-

oting and two steps of iterative refinement.
CP-DIRECT Constraint preconditioner with Pardiso as a direct solver

for the factorization of the constraint variables.

5.3. Parameter selection. In order to improve the readability and expressive-
ness of the results, we decided to settle for just one set of parameters for the incomplete
factorizations, specifically for the dropping thresholds. We conducted several series of
test runs to find fast overall settings, with the conditions that all examples of the first
two sets should be solved reliably, and that as many problems as possible from the
last set should be solved, too. We set γ = 8, which allows each column of the factor
to have 8 times the average number of entries per column of the matrix (c.f. section
4.3). This sometimes led to relatively high amounts of fill-in, which is in contrast to
the approach of Benzi et al., who strived for very sparse preconditioners [5]. Chow
and Saad, however, found similar results for hard to solve indefinite problems [8].
Furthermore, denser factorizations often led to faster total solution times, because
the decreased number of iterations typically compensated the additional costs of the
factorization.

5.4. Codes. All the preconditioned methods are implemented in the sagg solver
library [21]. The incomplete factorizations are based on the same code base, in order to
ensure meaningful comparisons. Specifically, the dropping criteria are implemented in
exactly the same way. The implementations of the iterative solvers are either adapted
from [3] or implemented from the original reference. The weighted matching code mps
was provided by Stefan Röllin from ETH Zurich and is based on [20]. In general, the
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performance and the results of the mps code are comparable to the mc64 code from
the HSL [24] library. The matrix BOYD2 from the third test set was the only case
where mps required a disproportionate amount of time (> 800 sec.). All codes were
compiled using the GNU C compiler version 3.3.4 using -O3 and processor specific
optimizations.

Table 5.1

Comparison of the incomplete LDLT factorization, the incomplete LDLT method with the
sym2x2block reordering and our proposed approach with tridiagonal pivoting and an adapted drop-
ping strategy. n denotes the total numbers of unknowns, cs the number of constraints, 2x2 the
number of 2 × 2 pivots, and nnz the number of non-zeros in the matrix. total represents the total
time in seconds for preprocessing, setup, factorization and iterative solution steps (its).

Matrix ildlt ildlt-s22b ildlt-tp-s22b

name n cs nnz total its total its 2x2 total its

capt12 2443 1172 28107 − − 0.20 99 920 0.05 1
heat02 10295 5098 90129 − − 0.79 16 4046 0.80 19
lnts09 17990 7996 109778 − − − − 7994 0.33 1
mass04 8496 46 56864 0.29 10 0.24 3 0 0.31 2
mass05 33410 128 241140 − − 1.35 4 0 2.62 20
mass06 33794 512 257732 − − 1.87 5 1 2.58 15
plnt01 2817 1362 52891 − − 1.03 368 1289 0.10 1
stiff4 8496 46 41364 0.26 5 0.26 5 23 0.30 12
stiff5 33410 128 177384 2.01 6 1.93 8 123 2.36 31
traj27 17148 7145 242286 − − − − 5934 0.57 1
traj33 20006 7145 504090 − − − − 6767 1.08 1

Total solved: 3 / 11 8 / 11 11 / 11

Table 5.2

Comparison of various solvers for the KKT set. The dagger † indicates a residual worse
than 10−4, despite convergence of the iterative method. total represents the total time in seconds
including preprocessing, setup, factorization and iterative solution steps its. Smallest fill-in factors
are underlined, best times are bold.

Matrix ildlt-tp-s22b iluc-mps cp-direct pardiso

name fill total its fill total its fill total its fill total

capt12 1.25 0.05 1 1.57 0.10 10 0.95 0.09 5 0.98 0.06
heat02 4.46 0.80 19 5.97 0.67 5 3.27 0.60 4 3.55 0.43

lnts09 1.76 0.33 1 1.55 0.57 3 1.36 31.45 − 1.36 0.78†

mass04 3.04 0.31 2 3.36 0.28 3 0.16 0.43 9 4.63 0.29
mass05 3.30 2.62 20 4.47 1.95 5 0.18 4.32 9 6.17 1.83

mass06 3.31 2.58 15 7.73 6.43 35† 0.25 3.89 11 6.85 2.09†

plnt01 1.19 0.10 1 1.00 0.12 4 0.93 0.15 5 0.96 0.08

stiff4 2.53 0.30 12 7.42 0.38 5 0.22 4.58 271 4.61 0.24

stiff5 2.77 2.36 31 9.63 3.81 8 0.24 31.87 344 5.92 1.48

traj27 1.21 0.57 1 1.45 1.60 29 0.84 1.29 7 1.07 1.12
traj33 0.94 1.08 1 0.73 2.14 28 0.50 1.54 6 0.74 1.68

Total: 11 / 11 10 / 11 10 / 11 9 / 11
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5.5. Set 1: KKT systems. This set contains matrices that were used in recent
papers by Keller et al. [27] and Haws and Meyer [22]. It is comprised of a number of
KKT systems from structural engineering and optimal control. As the names indicate,
the mass- and stiff- matrices are mass and stiffness matrices of the form (5.4). The
other matrices are from the Boeing sparse optimal control software SOCS [41]. In
these examples, the (1,1) block represents an approximate Hessian of a Lagrangian,
while the B blocks correspond to constraints. The (1,1) block is not guaranteed to
be regular. See [22] for further details.

The results in Table 5.1 are not surprising. Without any precautions, the in-
complete LDLT factorization suffers from many structural zero pivots and can only
solve few of the examples. Combined with the additional preprocessing step based on
2×2 symmetric weighted matchings, the results are considerably better, but still four
problems could not be solved. Finally, the ILDLT-TP-S22B method is able to solve
all problems, since it also allows 2× 2 pivots. The number of 2× 2 pivots ultimately
chosen is given in column 2x2, and is often considerably smaller than initially found
by the matching.

In comparison to the other solvers (see Table 5.2), the ILDLT-TP-S22B method
performs well especially for the largest problems. On the downside, the fill-in is rather
high. The dropping parameter can be tuned for much lower amounts of fill-in, but
it turned out that more fill-in led to faster overall solution times. In this set, the
CP-DIRECT method has the smallest amount of fill-in in the factor, but needs many
iterations for the stiff* problems, which have only small constraint blocks. The
lnts and mass06 problems could not be solved with the default settings of Pardiso.
However, by using symmetric weighted matchings Pardiso is also able to solve these
system accurately [38].

5.6. Set 2: Matrices from interior point optimization. As a case study,
we examine a series of interior point optimization matrices2 from Ipopt [42]. The
core step of the optimization algorithm is a damped Newton iteration, where in each
step a modified, symmetrized linear system of the form

A =

(

W + Σ + δwI B
BT −δcI

)

(5.7)

is solved. In our examples, the upper left block A11 is diagonal and δc is set to 10−8.
The whole set consists of 57 matrices of increasing size. We use a subset of 16 matrices,
which was selected to include the hard-to-solve examples (specifically c-54), as well
as to give an impression of the scalability of the methods. Therefore matrices from
the whole range were picked, with a bias toward the large ones.

Again, our proposed approach provides robust preconditioning and scales linearly
for the large matrices in the set. Here the limitation of the fill-in is especially pro-
nounced. The number of elements in the factor is at most three times the elements
of the matrix, while the fill-in factor of the direct solver grows up to 16 for the large
problems. The ILUC-MPS method is obviously not well suited for these problems and
solved only two-thirds of the test problems. The CP-DIRECT method is not included,
because the upper left block of the matrix is already a diagonal. Thus all examples
converge in just one step, and the times are only slightly higher than Pardiso’s.

In fact, the ILDLT-TP-S22B method scales perfectly with the dimension of the
matrices for this application. We are currently investigating whether these results

2The matrices are available at http://www.computational.unibas.ch/cs/scicomp/matrices.
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Table 5.3

Details of the matrices and the solution steps of ILDLT-TP-S22B for the IPOPT subset. cs

denotes the dimension of the constraint blocks. 2x2 signifies the number of 2 × 2 pivots used by the
incomplete factorization. mps, metis, fact, and solve are times in seconds for the weighted matching,
the reordering, the incomplete factorization, and the iterative solution, respectively.

Matrix Setup times

n cs nnz 2x2 mps metis fact solve total

c-18 2,169 901 15,145 21 0.01 0.02 0.01 0.01 0.05
c-25 3,797 1,407 49,635 731 0.01 0.06 0.12 0.03 0.26
c-35 6,537 2,423 62,891 1360 0.02 0.10 0.10 0.03 0.30
c-40 9,941 4,464 81,501 0 0.11 0.07 0.04 0.02 0.30
c-41 9,769 4,320 101,745 521 0.13 0.17 0.16 0.17 0.71
c-45 13,206 6,314 174,452 11 0.25 0.12 0.07 0.02 0.61
c-50 22,401 9,799 193,625 6620 0.09 0.42 0.26 0.19 1.13
c-54 31,793 14,129 391,693 501 1.95 0.89 0.62 3.80 7.58
c-57 37,833 17,836 405,197 7268 0.57 0.68 0.37 0.30 2.29
c-60 43,640 19,221 298,578 5788 0.27 0.83 0.36 0.94 2.70
c-64 51,035 50,847 717,841 4914 1.16 0.84 0.97 0.34 3.94
c-68 64,810 28,264 566,006 2439 0.57 1.78 1.19 1.70 5.79
c-70 68,924 29,622 658,986 2080 0.44 1.99 1.27 1.06 5.37
c-71 76,638 31,824 859,554 5619 0.54 2.29 3.42 2.65 9.66
c-73 169,422 83,005 1,279,274 370 6.42 2.39 0.79 1.22 12.71
c-big 345,241 143,364 2,341,011 8426 13.29 9.28 3.87 5.03 34.16

Table 5.4

Comparison of various solvers for a subset of the IPOPT matrices. The CP-DIRECT precon-
ditioner is not listed, as the matrices in this set already have a diagonal (1,1) block.

Matrix ildlt-tp-s22b iluc-mps pardiso

name fill total its fill total its fill total

c-18 1.37 0.05 4 3.01 0.11 3 1.41 0.05
c-25 2.76 0.26 4 4.44 0.36 4 2.39 0.18

c-35 2.43 0.30 3 3.19 0.39 3 2.09 0.24

c-40 0.85 0.30 2 1.89 0.69 20 † 0.84 0.28

c-41 1.90 0.71 13 4.47 1.60 29 † 1.76 0.47

c-45 0.67 0.61 1 1.58 1.34 12 0.75 0.71
c-50 1.95 1.13 6 4.90 20.06 − 2.19 1.07

c-54 1.71 7.58 80 3.68 34.83 − 1.44 2.04

c-57 1.18 2.29 6 1.89 4.55 22 0.98 4.27
c-60 1.57 2.70 19 7.22 12.28 47 3.43 2.52

c-64 1.21 3.94 4 2.02 7.24 13 1.12 7.72
c-68 1.73 5.79 19 15.18 51.29 11 9.87 22.16
c-70 1.82 5.37 10 15.94 193.76 − 5.01 9.44
c-71 2.58 9.66 17 47.13 1014.61 − 16.02 67.03
c-73 0.73 12.71 7 2.23 37.60 5 1.63 34.70
c-big 1.74 34.16 11 14.76 385.77 12 16.67 297.06

Total solved: 57 / 57 36 / 57 57 / 57
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carry over to other application areas.

5.7. Set 3: Selection of problems from HSL collection. The last set of test
problems is taken from an extensive survey of direct solvers for indefinite systems3

[18]. This set is rather challenging and several of the matrices could not be solved
by direct solvers under the constraints imposed in the report. The matrices comprise
a variety of application areas. Table 5.5 gives a rough classification of the matrices.
From the 61 original matrices, we excluded 10 c-* matrices which are in the separate
Ipopt set. From the remaining 51 matrices we list a subset of 24 matrices.

Table 5.5

Description of our subset of the HSL matrices. The matrices with zero constraint size (cs) are
not augmented, all other matrices are KKT systems.

Matrix n cs nnz Application domain

A0NSDSIL 80,016 20,004 390,042 Linear complementarity
AUG3D 24,300 5,832 94,284 Expanded 2D/3D problems
BOYD1 93,279 18 1,211,249 Convex QP
CONT-300 180,895 90,298 1,078,493 Convex QP
DIXMAANL 60,000 0 299,998 Dixon-Maany optimization
DTOC 24,993 9,997 94,965 Discrete-time optimal control
D PRETOK 182,730 53,570 1,695,242 Mine model
HELM2D03 392,257 0 2,741,935 Helmholtz
LINVERSE 11,999 0 95,977 Matrix inverse approximation
NCVXBQP1 50,000 0 349,968 Nonconvex QP Hessian
NCVXQP7 87,500 37,500 612,462 Nonconvex QP
SIT100 10,262 3,120 64,166 Mine model
SPARSINE 50,000 0 1,548,988 Structural optimization
bcsstk35 30,237 0 1,450,163 Stiffness matrix
bmw3 2 227,362 0 11,288,630 Linear static analysis
copter2 55,476 0 759,952 Helicopter blade
crystk02 13,965 0 968,583 Crystal free vibration
crystk03 24,696 0 1,751,178 Crystal free vibration
dawson5 51,537 0 1,010,777 Aeroplane actuator
mario001 38,434 15,304 221,460 Stokes equation
qa8fk 66,127 0 1,660,579 Acoustic problem
stokes64 12,546 4,096 144,130 Stokes equation
tuma2 12,992 5,477 72,878 Mine model
vibrobox 12,328 0 342,828 Acoustic problem

The overall result for this rather diverse set are mixed, but as far as the test
set goes, there is a relatively clear distinction between good natured and hard to
solve problems with respect to ILDLT-TP-S22B. While parameters could be tuned
for better results for the solvable matrices of the set, we did not find reasonable
parameters to solve most of the problematic examples. Specifically, most of the non-
augmented systems are hard to solve. In those cases, the matching often yields the
identity reordering, and more aggressive pivoting is required. For these systems, the
CP-DIRECT method degenerates to a diagonal preconditioner, which is indicated in
Table 5.6.

3The matrices can be found at ftp://ftp.numerical.rl.ac.uk/pub/matrices/symmetric/indef.
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Table 5.6

Results for HSL subset. ILUC-MPS is not listed as it could only solve 27 of the 51 problems.
The degeneration of CP-DIRECT to a diagonal preconditioner is indicated by a “ �”.

Matrix ildlt-tp-s22b cp-direct pardiso

name fill total iters fill total iters fill total

A0NSDSIL 0.94 1.34 1 0.71 119.63 − 0.91 2.91
AUG3D 2.45 0.78 9 7.22 2.68 12 7.22 1.23
BOYD1 0.46 58.94 1 0.54 106.93 1 0.54 101.61
CONT-300 3.41 49.93 171 9.42 18.46 2 9.42 14.39

DIXMAANL 1.08 1.36 1 � 15.07 − ∗ 1.29 1.45
DTOC 1.05 6.80 2 1.14 0.53 1 1.14 0.41

D PRETOK 4.16 25.83 32 4.60 60.16 32 7.71 20.22

HELM2D03 3.35 286.43 − � 120.11 − 7.34 29.39

LINVERSE 0.89 0.24 1 � 2.42 − ∗ 1.06 0.22

NCVXBQP1 2.79 30.97 − � 3.22 87 6.22 3.17

NCVXQP5 4.04 49.03 − 0.26 86.96 − 24.89 31.25

NCVXQP7 4.61 95.49 − ∗ 1.45 179.00 − ∗ 30.12 116.85
SIT100 3.90 1.06 50 2.86 16.97 − ∗ 5.95 0.42

SPARSINE 6.75 236.15 − � 30.73 − ∗ 131.20 4995.64
bcsstk35 2.07 10.02 9 � 12.34 − ∗ 2.33 2.62

bmw3 2 2.93 752.30 − ∗ � 100.96 − ∗ 4.29 71.33

copter2 5.14 81.34 − � 16.73 − 13.00 16.07

crystk02 4.09 20.67 2 † � 0.20 1 † 4.68 5.23 †

crystk03 4.36 43.63 2 † � 0.36 1 † 5.72 13.46 †

dawson5 4.36 88.05 − � 15.14 − 4.26 5.21

mario001 2.59 1.84 18 1.51 3.07 12 1.92 1.22

qa8fk 5.20 53.74 77 † � 21.53 − 13.40 41.80 †

stokes64 4.70 2.03 31 1.13 0.43 1 3.80 0.64
tuma2 2.41 0.46 14 1.32 1.05 18 2.57 0.34

vibrobox 3.66 5.56 35 � 3.63 − ∗ 7.65 3.83

Total solved: 39 / 51 38 / 51 48 / 51

6. Conclusions and future work. We present a combination of symmetric
permutations and incomplete LDLT factorizations that makes up a purely algebraic
and robust preconditioner for symmetric indefinite linear systems. Particularly in the
case of matrices with a broad distribution of large entries, the sym2x2block reordering
is capable of providing a feasible pivoting order for the factorization, while the cost
of this preprocessing step remains relatively small. The incomplete factorization with
tridiagonal pivoting is very fast, since it can be performed without expensive pivot
searching. On the downside, several classes of indefinite problems, specifically some of
the general symmetric indefinite matrices, could not be solved. Here, a combination
with partial column pivoting is an obvious enhancement, which we are currently
investigating.

The results warrant further research into specialized, symmetric matching algo-
rithms. Although only marginal benefits in terms of speedup are to be expected,
optimal symmetric weighted matchings can be expected to further enhance the ro-
bustness and stability of the method.



20 M. HAGEMANN AND O. SCHENK

Acknowledgments. The authors thank Stefan Röllin for providing the maxi-
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